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One of the main advantages of simulation is its ability to “investigate” both what happened and 

what could have happened during any given time period of a clinic’s operational period. To 

demonstrate that functional capability, I’ve selected the activities that occurred on the 1st of 

September 2013 in the AGR Imaging Center (the clinic’s name has been changed to protect its 

identity).  The image below shows the layout of the clinic as modeled within FlexSim HC. 

FlexSim HC model layout of the AGR Imaging Center 

 

Setting 

On the day in question, thirteen patients were scheduled to be seen in accordance with the 

appointment scheme shown in Table1. The patients were scheduled to arrive at the Appointment 

Time shown in the table but arrived at the time indicated in Arrival Time, were eventually taken to 

the Exam Room indicated, were held for the Process Minutes listed, and then allowed to leave. We 

will use the “LK_AGR Imaging Center Model.fsm” for our investigation. 

Table 1:  Scheduled appointments and observed patient data for AGR Imaging on September 1st, 2013. 

Patient # Arrival Time Appointment Time Exam Room Process Minutes 

1 6:33 7:00 TKCRoom10 38.90 

2 6:41 7:00 TKCRoom10 38.12 

3 7:25 7:00 TKCRoom8 127.98 

4 7:42 7:30 TKCRoom8 30.87 

5 7:56 8:00 TKCRoom9 26.00 

6 7:59 8:00 TKCRoom8 19.00 

7 8:31 8:00 TKCRoom10 44.02 

8 8:35 8:30 TKCRoom9 20.00 



9 9:16 9:00 TKCRoom8 20.00 

10 9:49 9:00 TKCRoom10 49.08 

11 9:54 9:00 TKCRoom8 15.00 

12 10:17 10:30 TKCRoom8 16.00 

13 11:31 11:30 TKCRoom10 31.92 

 

Scenario 1: What actually occurred 

The following report is based on what actually occurred in the AGR Imaging Clinic on the 1st of 

September, 2013.  In other words, the performance information from that day was imported into 

the simulation for the specific purpose of “setting the stage” for further discussion of the value of 

exploratory simulation.  Exploratory means exactly what it suggests: it’s the creation, running and 

evaluation of single and multiple runs of various model scenarios that are purely hypothetical in 

nature but bear investigation.  As such, single runs of a model often point the way to either the need 

or the wisdom behind further studies of a system that just doesn’t seem to be working right. In 

short, it’s often the starting gate to good simulation projects. 

Figure 1 is a graphical report from the simulation that shows several interesting trends. Although 

it’s apparent that 1) there were seldom less than two patients waiting at any given time and 2) 

approximately 46% of a patient’s in-clinic time was spent waiting for an exam room, it may not be 

apparent why this is. Since the number of imaging technicians available in the clinic during the 

simulated day was four and the associated utilization rate for the imaging staff was only 33.1%, 

clearly there was no scarcity of care providers. Furthermore, the imbalance in the use of the three 

exam rooms ranging from a low of 12.6% to a high of 62.5%—an overall average of 43.4% 

utilization—indicates that, for some reason, room 8 was favored over rooms 9 and 10 and, even 

when an alternate room was available, room 8 was usually selected for scanning. 

Figure 1:  Dashboard data from Scenario 1. 



On the surface, it doesn’t seem like there’s any good reason why there should ever have been three 

patients waiting in the waiting room, and yet there was. Nor should any of the scheduled patients 

have spent much more than a few short minutes waiting for a room, and yet the average time for 

getting patients to a room was 39.8 minutes. So, what went wrong on the 1st of September that 

contributed to a high census of five patients in the clinic between 8:00 a.m. and noon? And, why was 

the average waiting time for a room almost 40 minutes? 

Scenario 2: On-time patient arrivals 

Perhaps, things might have been different if patients had arrived exactly when they were supposed 

to.  In short, perhaps the erratic arrival of patients contributed to the census. Let’s take a look.  

Figure 2:  Dashboard data from Scenario 2. 

Figure 2 reflects the net effect of all patients arriving exactly when their appointments were 

scheduled. The reports indicate that the highest patient census would have changed from 5 up to 7, 

the average time waiting for a room would have increased slightly to 40.6 minutes, and the average 

time in clinic would have peaked at 78.0 minutes.  More to the point, all of this would have occurred 

without any appreciable change in the staff or room utilization. A reduction in room utilization, by 

the way, wouldn’t necessarily have been a positive trend. It’s also apparent that the number of 

patients in the waiting room would rarely have dropped below two, with as many as four occupying 

chairs at peak demand and no one waiting “patiently” for care. 

Scenario 3: First available room 

So, what might have made a difference on the 1st of September? According to the clinical staff, it’s 

standard practice to assign patients to the first available exam room rather than pre-assign rooms 

as was done on the day in question. It’s also a recommended practice to tell patients to arrive to 

their appointments approximately 15 minutes early in order to fill out any paperwork required.  If 

these two practices had been followed on September 1st, would it have made a difference? Let’s see. 



According to the results found in Figure 3, it would have made a big difference! Notice that, if 

instead of assigning patients to specific rooms as recorded in the observed patient data, patients 

were simply placed in the first available room, the average time patients spent in the clinic would 

have dropped from 78.0 minutes to 47.4 minutes.  

Figure 3:  Dashboard data from Scenario 3. 

Additionally, the maximum census would have dropped from 7 to 5 patients, and the percent of 

time patients could have received care rather than wait for care would have increased from 51.3% 

to 74.6%.  Perhaps most importantly, there would rarely have been more than one patient in the 

waiting room.  In summary, there wouldn’t have been crowding and the capability of the staff to 

handle the workload would have improved immensely! 

Scenario 4: Reduction of staff 

The favorable results of the previous scenario were certainly influenced by the number of staff in 

relation to the number of rooms. Given that staff utilization was no more than 34% overall, it’s 

possible that four imaging techs were not necessary.  Can three techs do the job?  Let’s check.  

Figure 4:  Dashboard data from Scenario 4. 



The graphs of Figure 4 show the performance of the clinic with three imaging techs would not have 

been much different than with four techs.  As with Scenario 3, all patients in Scenario 4 arrived 

approximately 15 minutes early and were placed in the first available exam room.  

Notice that, even with one less imaging tech, if patients had been placed in the first available exam 

room and told to arrive 15 minutes early, the average time patients spent at the clinic could have 

been reduced from 77.1 to 47.4 minutes, the average time to get patients back to a room could have 

been reduced from about 40 to just 10 minutes, and the average number of patients waiting—often 

interpreted as a “proxy” variable for inefficiency—could have been cut in half. 

Scenario 5: Further reduction of staff 

Suppose, instead of one less tech, the staff was reduced down to two imaging techs. Would that 

have made a difference in how soon patients were seen, how rooms were utilized, and how long 

patients spent in the waiting room? 

Figure 5:  Dashboard data from Scenario 5. 

As expected, the simulation results as shown in Figure 5 indicates reducing the tech staff will 

increase delays on several levels.  In fact, the patient stay time in the clinic would almost double 

from 47.4 to 84.4 minutes, the total census could be expected to increase to 7 patients, and there 

would rarely be fewer than two patients in the waiting room. More importantly, patients may have 

to wait as long as 24 minutes, or about 29% of their total time at the clinic. 

Conclusions 

Here’s where things get sticky because, although the model can be run for several operational days, 

what we’ve been looking at is only one day.  So, all that we can confidently conclude from the 

results at this point is that patients should not have been assigned to rooms based on a fixed 

algorithm, or at all.  In short, under the circumstances and given the appointment schedule that 



existed on the 1st of September, it would have been far better to place patients in the first available 

room at the time of their test. 

Fortunately, instead of creating and then running each scenario separately, it’s far easier, faster, and 

more representative to run several replications of the different scenarios and then compare the 

results in a single report, like the ones shown in Figure 6. 

The average clinic and waiting room census after running 10 replications for all five scenarios show 

that Scenario 4—represented by the yellow line in Figure 6—is the likely winner, if our goal is to 

achieve the least amount of patient waiting time.  

Figure 6:  Results from multiple iterations of each scenario. 

 

Recommendations 

Clearly, looking at each day of the year, analyzing what occurred, and suggesting improvements is 

illogical.  It would be time-consuming and more importantly, any one day’s specific scheduling 

procedure and treatment outcome wouldn’t necessarily apply to any other day. 

Instead, it would be far more effective and efficient to develop, apply, and test a standard protocol 

for the scheduling of patients. The effectiveness of the standard protocol could be tested by 

applying the data collected over the past year to the daily outcomes that could have been realized if 

the standard protocol had been employed. In other words, create a model that uses whatever 

protocol is selected for scheduling and treating patients, and then run the historical data against 

that protocol to see how it performs based on a preselected number of performance indicators. 

That said, there remains distinct and irrefutable value to “exploratory simulation,” especially where 

extreme values are encountered across single-run decision variables. In other words, if total 

waiting time, clinic census, and room usage hadn’t appeared significantly different between single-

run scenarios, then a more detailed analysis would have been advisable before making any changes 

to clinical operations. In this case, because the model census and waiting times did vary 

significantly, it would be easy—and correct—to assume that there’s an underlying connection 

between the values of interest. As such, exploratory simulation often serves the purpose of setting 

the direction and identifying the need for more comprehensive and detailed models of even greater 

complexity. 



Notes on Model Construction 

What might not be apparent to even a seasoned modeler is that this model uses three patient 

arrival locations (PatientArrivals 1, PatientArrivals 2, PatientArrivals 3) which are all part of a 

single area (PatientArrivalsArea), and that two different PCI’s are referenced in these object to 

create the different scenarios of the model. The arrival objects are stacked on top of one another so 

they appear like a single doorway. Figure 7 shows the arrival locations spread out. 

 

Figure 7: Screenshot showing three Patient Arrivals objects. 

 

PatientArrivals1 contains the actual arrival times as recorded in Table 1.  PatientArrivals2 contains 

an appointment schedule that represents on-time arrivals.  PatientArrivals3 contains an 

appointment schedule that represents patient behavior had they been told to arrive approximately 

15 minutes early.  Although the appointment times are the same for PatientArrivals2 and 

PatientArrivals3, there are two key differences between the two appointment tables. First, there’s 

no variability defined for the appointments defined in PatientArrivals2, but in PatientArrivals3 the 

following expression is used to define variability in patient arrival times: -5+normal(0,5,1).  Second, 

the PCI (Patient Classification Index) number is “1” for PatientArrivals2, and it is “2” for 

PatientArrivals3.  

 

Figure 8: Simulation Experiment Control Scenarios 



 

Figure 8 shows the five scenarios of the model as defined in the Simulation Experiment Control. The 

first three variables are directly linked to the “Activate” checkbox on the Appointments tab for each 

of the three Patient Arrivals objects.  A value of 1 in the scenario columns indicates an activated 

appointment schedule. So for instance, Scenarios 3, 4 and 5 each have a value of 1 entered for 

Variable 3. This will activate the Appointments schedule for PatientArrivals3.  On the other hand, a 

value of 0 has been entered for Variables 1 and 2, so the Appointments schedules will be 

deactivated for PatientArrivals1 and PatientArrivals2. 

 

The fourth variable simply refers to the number of XRay Techs to be used by each of the five 

scenarios. As with all experiment variables referring to a number of objects to be used by the 

various scenarios, it is imperative that the model already contain the maximum number of objects 

to be considered across all scenarios. 

 

Figure 9 shows the standard experiment variable option used to define the first three experiment 

variables. The title of the standard option is “Activate or Deactivate Arrival Table,” and requires the 

user to specify the involved Patient Arrivals object in the model and which arrivals method defined 

on the object is to be activated or deactivated during the experiment. 

 

Figure 9: Varying scenarios using the Control window. 

Running Single Scenarios 

Use the Explore tab of the Simulation Experiment Control shown in Figure 10 to run a single 

scenario from the group of scenarios defined on the Scenarios tab.  First select the scenario you 

wish to run from the drop-down list of previously defined scenarios, and then select a particular 

replication from the list of replications.  The total number of replications listed is equivalent to the 

number entered in the “Replication per Scenario” field on the Experiment Run tab.  After a multiple 

scenario - multiple replication experiment run, you will be able to directly compare the results of a 

single run with a specific replication and scenario of the experiment using the Explore tab. 

 



Figure 10: Explore tab of the Simulation Experiment Control window. 

Running Multiple Scenarios 

The Experiment Run tab of the Simulation Experiment Control window lets you enter a time (in 

simulation time format day:hour:minute) marking the end of a model warm-up period and a time 

marking the end of a single run (i.e. replication) of the model.  In this particular model, we do not 

want to define a warm-up period, because we are simulating a clinic with a defined open and close 

time. For this reason, it does not make sense to separate the run into a warm-up and steady state 

period. As shown in Figure 11, each replication of the model has been set to run until 12:30 PM on 

Day 1. Although defined elsewhere, it should be noted that the start time for this model has been set 

to 01:06:00 or in other words 6 AM of Day 1. 

 

Figure 11: Running an experiment using the Simulation Experiment Control 

 

Running an experiment can be useful whether alternative scenarios have been defined or not. This 

is because the Simulation Experiment Control is the tool that lets you run multiple replications of 

even a single model. Multiple replications are required to perform proper statistical analysis on the 

outputs of the model. As can be seen in Figure 11, the number of Replications per Scenario is 10 

indicating the model will run 10 times for each of the 5 scenarios defined on the Scenarios tab. 

 



To begin the experiment, first click “Reset Experiment,” and then click “Run Experiment.” If the 

experiment has already been reset, then the button will say “Run Experiment.”  The existing 

dashboard for this model has two tabs. Tab 1 has charts that work well for a single run of the 

model, and Tab 2 has charts with results categorized by scenario making it a good choice for 

experiment runs. 

 


